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Today’s Impact of Machine Learning 

• Automated decision making has changed many organisations. But the 
way it affects people may vary by demographic group.



Modern “AI”ded Decision Making?



Implications

• The pipeline from data to decisions is less supervised by humans.


• There is a risk of paying less attention to biases which may be in the data 
themselves.


• There is a risk of making mistakes due to lack of common sense in a 
statistical/computer model.


• This has led to movements requesting more transparency and fairness 
from data-driven decisions.



Fairness

• I will not provide a universal definition of fairness.


• I will accept a priori judgement calls that some personal attributes are 
protected: that our decisions should not discriminate people on those 
attributes.


• But how do we define what discrimination (“unfairness”) is? The possibly 
confusing fact is that there is no unique way of defining it.



In What Follows

• I will provide some example of real world problems when thinking about 
fairness.


• I will then introduce my own take on the problem based on the concept of 
counterfactual modelling.



Disclaimer

• This is a presentation about a methodological framework. 


• I am not a lawyer, philosopher or social scientist. Everything here comes 
from a pure ML / AI / Statistics perspective.


• Examples discussed are not backed by thorough social science. They are 
proofs of concept for the purposes of illustration.



Motivating Example:  
the ProPublica vs. COMPAS Debate

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing



COMPAS?

• Goal: risk assessment of recidivism.


• Means: predictive modelling that gives you a score based on personal 
attributes such as number of previous offences and substance abuse.


• Its magic sauce is not public knowledge.


• This is not meant to be an autonomous system. However, there is 
evidence judges have used COMPAS scores in their sentences.

“Correctional Offender Management Profiling for Alternative Sanctions”



Validation
• Out-of-sample accuracy of 2-year recidivism events.


• Overall: 68% of the time correct.


• Among blacks: 67%.


• Among whites: 69%.


• No statistical evidence of differential treatment.


• However…



False Positives / False Negatives

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing	

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing


The Rebuttal

http://www.crj.org/cji/entry/false-positives-false-negatives-and-false-analyses-a-rejoinder	

“The issue that is no longer up for debate is that (models) predict outcomes more strongly 
and accurately than professional judgment alone.”

“(Models) are intended to inform objective decision-making.”

http://www.crj.org/cji/entry/false-positives-false-negatives-and-false-analyses-a-rejoinder


“Test-Fairness” in COMPAS

A.	Chouldechova,	2017.	“Fair	prediction	with	disparate	impact”.  
https://arxiv.org/abs/1610.07524	

https://arxiv.org/abs/1610.07524


Explaining the Disagreement
• ProPublica was looking at false positives vs false negatives. 

 
 

• COMPAS was looking at “test fairness”.

They	are	both	true	in	COMPAS!

P(Low	risk	score	|	Recidivism,	White	defendant)	>	P(Low	risk	score	|	Recidivism,	Black	defendant)

P(High	risk	score	|	No	recidivism,	White)	<	P(High	risk	score	|	No	recidivism,	Black)

P(Recidivism	|Low	risk,	White)	≅ P(Recidivism	|Low	risk,	Black)

P(Recidivism	|High	risk,	White)	≅ P(Recidivism	|High	risk,	Black)



“Doomed If We Do, Doomed If We Don’t”

• Can’t we have a score with no discrepancy on all of these measures?


• NO! Except for pathological cases, this will only be possible if recidivism 
does not vary by race (regardless of score).


• But it is a matter of fact that, currently, recidivism does vary by race.


• So we cannot have test-fairness and the same rates of false positive/
false negative regardless of race. 



Where to Go?

• In some cases, the apparent discrepancy is statistical only. Just having 
more training data can be highly beneficial. 


• However, in many other cases, this is just not true. The world is unfair, 
should we just replicate it in our models?



Where to Go?

• To frame the problem, we will make explicit causal assumptions about the 
world.


• The drawback of our work is that it will rely on untested causal 
assumptions. This is not a minor issue. However, it will at the very least 
help to think through about inherit biases in the data.


• Poor data quality stumps machine learning methods any day.



Counterfactual Fairness

• If we have some protected attribute like race, and a prediction such as 
recidivism, then our prediction satisfies counterfactual fairness if


• This explicitly asks for the causal concept of counterfactuals.

“had	the	protected	attributes	(e.g.,	race)	of	the	individual	been	different,	 
other	things	being	equal,		the	decision	would	have	remained	the	same”



Wait, What?

• What do you mean by “had race been different”?


• It is indeed not obvious what a counterfactual such as “had I been a 
native American” means.


• For what follows, assume that counterfactuals are well-defined according 
to the context of each specific problem.


• For instance, “race” meaning “race perception”, which can be controlled in some sense 
(information in a job application, including surrogates like name, cultural background, etc.)



Background: Causal Assumptions
• We will follow Pearl’s Structural Causal Model (SCM) framework. It 

postulates how variables, observed and hidden, interact to produce 
outcomes out of a system of modular relationships. 
 
 
 
 
 
 

• What is causal about the framework is the postulate that such modular 
relationships can be locally replaced by a hypothetical intervention.



Notation

• In what follows, I will use A to 
represent protected attributes, X to 
represent observed context 
variables, and Y to represent the 
outcome. 


• Variables in white background 
are hidden variables. A Y

X1 Uy

Ux1

Ua

X0

Ux0



Causality as Response to Interventions

Smoking Lung cancer

“Common 
causes”

P(LungCancer |Smoking)

Lung cancer

“Common 
causes”

P(LungCancer |do(Smoking))

Overriden Invariant

Invariant

Data in the observational regime (left) can tell you what happens in the interventional 
regime (right) if you can measure enough information to identify the effect.

Smoking

Model encodesModel encodes



Causality as Counterfactuals
• Pearl’s idea: use causal graphical models with latent variables as the way 

in which joint distributions over counterfactuals can naturally appear.


• The framework (which borrow heavily from the work of geneticist Sewell 
Wright in the 1920s) postulates structural equations. 

V = fv(parents(V), UV)

A Y

X
Uy

Ux

Ua



Deriving a Joint Distribution:  
the “Twin Network” Representation

A Y

X1 Uy

Ux1

Ua

X0

Ux0

Y(a)

X1(a)

a

Factuals Counterfactuals



Intuition
• The exogenous values denote the unique aspects of a unit (e.g., the 

system “person + environment”): the snapshot of a system at a particular 
time according to “all” external causes.


• Those values are latent: conditioning on factuals is the evidence for 
those unique aspects.


• For invertible (deterministic) structural equations, this reconstruct the 
exogenous causes.


• Running the system forward from them can only affect the effects of the 
intervention.



Falsifiability
• Tough luck! Have I mentioned before that we are playing with the multiverse?


• Approach 1: kick the can down the street by relying on other untestable 
assumptions, and test whether model violates those assumptions.


• Example: hold true (untestable) “additive error models” assumption. That is,  

• Lack of homoskedasticity will falsify model.


• Approach 2: admit everything is provisional, always. As more variables 
assumed to correspond to components of exogenous causes are measured, 
assess coherence. Iterate ad infinitum.

Vi = fi(parents of Vi) + Ui



Back to Fairness

• Our operationalisation of fairness: Counterfactual Fairness for prediction 
problems.

“Had the protected attributes (e.g., race) been different, other things 
being equal, the prediction would have remained the same.”

P( ̂Y(a′ �) |X = x, A = a) = P( ̂Y |X = x, A = a)



Example: “The Red Car”

Owns Red Car Accident

UA



Example: “The Red Car”

Owns Red Car Accident

UA

̂Y1
̂Y2Not counterfactually fair Counterfactually fair!



Example: “The Red Car”

Owns Red Car Accident

UA

̂Y1
̂Y2

Owns Red Car(a’)

̂Y1(a′�)

a’



Example: “The Red Car”
• Assume (for illustration only!) a linear structural equation. 

• By abduction, 

• This means that our prediction will be a function of R and A!  
 

• What’s going on?? 

R = λA + U

U = R − λA

P( ̂Y |R, do(A = a)) ≠ P( ̂Y |R, do(A = a′�))



Predictive Interventions are Not the Same as 
Counterfactuals

• What are we contrasting in  
are two non-intersecting populations that happen to agree on R. No single 
person (assuming a non-trivial structural equation) can have the same R 
for a varying A.


• Implication: is not that A and X cannot be causes of our prediction (in the 
interventional, cross-population, sense). They are not affecting the 
outcome in a counterfactual sense (do the math!).


• This allows us to use descendants of A in our predictions. But only by 
“filtering” them to extract the contribution of exogenous causes!

P( ̂Y |R, do(A = a)) ≠ P( ̂Y |R, do(A = a′�))



General Algorithm
• Let our predictor be a parameterised function g of the non-descendants of A. 

• In general, U needs to be inferred by a method like MCMC. This gives the 
following algorithm 
 
 
 
 
 

• At prediction time,                                            .

̂Y ≡ gθ(U, X⊁A)

Ỹ ≡ 𝔼[ ̂Y(U⋆, x⋆
⊁A) | x⋆, a⋆]



Another Example: “Loan”

Employed

Prejudiced

A Given loan

Qualifications

Seems tall order to infer such latent variables.



Another Example: “Loan”

Employed

Prejudiced

A Given loan

Qualifications

Measurement of latent constructs is a core social science task.

Place of living
Past 

employment



Another Example: “Loan”

Employed

Prejudiced

A Given loan

Qualifications

By no means I’m suggesting this is easy.

Place of living
Past 

employment

?

?



Path-Specific Counterfactual Fairness

Choice of degree

Gender Acceptance at Berkeley



Path-Specific Counterfactual Fairness

Choice of degree

Gender Acceptance at Berkeley

S. Chiappa and T. Gillam (2018). https://arxiv.org/abs/1802.08139 

https://arxiv.org/abs/1802.08139


Path-Specific Counterfactual Fairness

• Where does this path-labelling come from? They must come from human 
judgement calls. Don’t expect an AI to do that for you, in the same way 
your data by itself cannot formulate counterfactual assumptions. 

• As a matter of fact, people who cite the Berkeley study almost always 
overlook the fact that the authors of the original study mentioned that

“Women are shunted by their socialisation and education toward fields of graduate study 
that are generally more crowded, less productive of completed degrees, and less well 
funded, and that frequently offer poorer professional employment prospects.”



The Bottom Line
• The three components:


• A causal model of the domain 

• Judgement calls about protected attributes and unfair paths 

• A predictive machine learning algorithm 

• Most of the work is done separately from the machine learning method. 
Yes, predictive fairness here is all about filtering the information give as 
input to an off-the-shelf predictive algorithm.



Implications

• How do these “fair predictions” translate into a better society?


• Quantification will require another causal model on top of everything, 
because, yes, adopting such classifiers is a type of intervention itself.


• Immediate concerns: if I give a loan to somebody by throwing away 
information that would help me to predict success better, why would I be 
doing them a favour?



Implications
• We need to understand two things at stake: the person being classified, 

and the entity doing the classification. 


• They both may have aligned interests, but it doesn’t mean they bear the 
same consequences and risks.


• “Throwing away information” (a term I detest) is a way of spreading the 
risk differently: any individual person awarded the loan is given a chance 
to beat the odds, the organisation granting it will pay a price on average.


• Perhaps it’s pointless if the price is entirely passed back to the person, 
and mechanisms to avoid this should somehow also be enacted.



Case Study: Law School

• The Law School Admission Council conducted a survey across 163 law 
schools in the United State: 21,790 law students such as their entrance 
exam scores (LSAT), their grade-point average (GPA) collected prior to law 
school, and their first year average grade (FYA).


• Given this data, a school may wish to predict if an applicant will have a 
high FYA. The school would also like to make sure these predictions are 
not biased by an individual’s race and sex.



Models
GPA

Knowledge

Sex

Race

LSAT

FYA

GPA eGPA

Sex

Race

LSAT

FYA

eLSAT

eFYA



Models
Model 1, “K”

Model 2, “Add”



Results
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Conclusion

• Fairness in a context: for many problems, black-box modelling just won’t 
cut it.


• Causal models require many assumptions, but as a by-product it will force 
you to think about the biases in your data.


• Ultimately, we want to enact a policy that change the status quo. Notions 
of causal inference once again can play a central role here.


• It is possible to mitigate commitment to particular assumptions.



Thank You
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